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According to the International Monetary Fund, the global debt has
climbed to an alarming 235 % of gross domestic product after decades of
accumulation [1]. The world is increasingly betting on artificial intel-
ligence (AI), with its promise of dramatically boosting productivity and
economic growth, to address this mounting crisis [2,3]. Beyond chat-
bots, Al applications have now expanded to healthcare, education,
military, and intelligence analysis (e.g., Palantir’s Gotham platform
reportedly played a pivotal role in the capture of Osama bin Laden),
amplifying efficiency and capability across sectors. A new wave of
agentic Al is further reshaping the human-machine interface and
enabling autonomous collaboration among Al agents deployed from the
cloud to the edge with minimal human intervention, built on open
standards such as the Model Context Protocol proposed by Anthropic
and adopted by OpenAl and Google.

With the rapid progress of Al driven by the scaling law, energy
consumption has emerged as the most critical limiting factor. The In-
ternational Energy Agency reports that data centers consumed approx-
imately 415 TWh of electricity in 2024, which is about 1.5 % of global
electricity production, and this figure could double by the end of 2026 as
Al adoption accelerates [4]. The Stargate project alone plans to add
nearly 7 GW of computing capacity over the next three years, corre-
sponding to an annual consumption of roughly 61 TWh. Reflecting this
surge in demand, GE Vernova’s stock price has risen by more than 350 %
since its 2024 spin-off from GE, propelled by a 44 % increase in gas
turbine orders and a production backlog extending well into 2028.

In addition to the long-term, capital-intensive expansion of elec-
tricity infrastructure, the future of Al also demands more energy-
efficient execution of Al workloads at the chip level. Greater efficiency
not only reduces the energy cost of Al, which is critical for raising Al
infrastructure margins, currently at only ~16 % on average for Oracle,
but also advances the industry’s carbon neutrality commitments.

Historically, Moore’s law has underpinned steady gains in computa-
tional energy efficiency. However, conventional silicon transistor
scaling is now nearing its physical limit, constrained by quantum
tunneling effects.

The aim of this special issue of Current Opinions in Solid State and
Materials Science (COSSMS) is to explore the promise of achieving more
chip-area and energy efficient AI computing, through the use of un-
conventional materials beyond silicon and novel computing paradigms
that move past the traditional von Neumann architecture. The contrib-
uting authors were selected to include leaders in this exciting new field
spanning institutions across the United States, Europe, and China. The
six review articles featured in this issue highlight advances in building
Al hardware accelerators based on oxide memristors [5], phase-change
memory [6], electrochemical random-access memory [7], and emerging
spintronic devices [8,9], for diverse Al tasks spanning across inference,
training, and optimization. Realizing the most efficient systems requires
the monolithic three-dimensional (3D) integration of these novel
memory and logic components on top of a silicon complementary-metal-
oxide-semiconductor (CMOS) backbone, guided by the principles of
design-technology co-optimization [10].

One widely explored strategy for Al hardware accelerators is build-
ing in-memory-computing processing elements based on memristive
devices arranged in crossbar arrays [11,12]. These memory arrays
enable the storage of large volumes of data directly on-chip, provide
high-bandwidth communication with logic circuits, and allow
matrix-vector multiplications, which are the core operations in most Al
workloads, to be executed with constant time complexity and minimal
data movement. Consequently, these in-memory-computing architec-
tures, particularly in the analog domain, hold strong potential for sig-
nificant improvements in data-storage and processing density and
energy efficiency over the conventional von Neumann architecture,
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which relies on separate central processing unit (CPU)/graphics pro-
cessing unit (GPU) cores and hierarchical memory components.
Although this idea dates back to the 1960s, recent advances in materials
and memory device prototypes have brought its practical realization
closer, enabling tunable and large-scale integrated arrays.

Oxide memristors represent the earliest implementations of in-
memory computing. With the availability of foundry-grade processes
from companies including Taiwan Semiconductor Manufacturing Com-
pany (TSMC) and United Microelectronics Corporation (UMC), system-
on-chip Al accelerators featuring monolithic integration of resistive
random-access memory arrays and peripheral silicon CMOS circuits
have already been demonstrated at various scales for diverse Al tasks.
Despite this relatively high technology readiness level, significant
challenges remain across the device, circuit, and system tiers. These
include device variability, state stability, circuit parasitics, design trade-
offs, and communication bottlenecks between analog in-memory-
computing tiles and digital logic circuits responsible for activation
functions and outer-product accumulation. In this context, Can Li et al.
provide a timely review of recent progress and outline future directions
for addressing these challenges, both within and across the different
technological tiers [5].

Phase-change memory is another extensively explored memristive
device candidate for constructing in-memory-computing Al accelera-
tors. Although Intel’s Optane solid-state drive, based on phase-change
memory, ultimately proved to be a commercial failure, the industry’s
sustained efforts over the past decade have paved the way for the largest
in-memory-computing Al accelerator demonstrated to date—the HER-
MES chip developed by IBM. In this issue, Ning Li et al., together with
colleagues from IBM, review the challenges associated with phase-
change material based Al accelerators, with particular emphasis on
mitigating device non-idealities such as drift, noise, yield, and reliability
[6]. Their discussion spans both bottom-up approaches, including ma-
terial and device-level improvements, and top-down strategies, such as
adopting novel weight-mapping and device drift compensation algo-
rithms. The promise of employing phase-change memory in program-
mable optical computing is also highlighted.

Accelerators built on two-terminal oxide memristors and phase-
change memory are primarily aimed at enhancing the inference of
deep neural networks, but they are unsuitable for Al training owing to
their highly asymmetric and stochastic programming characteristics as
well as limited endurance. In contrast, electrochemical random-access
memory, as a three-terminal device with separate read and write oper-
ations, offers linear and symmetric analog switching with low noise and
minimal cycle-to-cycle variability. These attributes make electro-
chemical random-access memory particularly attractive for accelerating
training workloads, especially in scenarios such as continual or transfer
learnings at the edge. In this issue, Qing Cao et al. review recent progress
in this field which has evolved rapidly from device concepts to CMOS-
integrated pseudo crossbar array demonstrations, with a focus on
correlating the material properties of individual device components
with key performance figures of merit [7]. Remaining challenges,
including device reliability, thermal stability, and switching speed, are
also highlighted, along with suggested directions for future
improvement.

Spintronic devices, such as spin-transfer-torque and spin—orbit-tor-
que magnetic random-access memory, can also be employed to construct
memristive device arrays for accelerating matrix—vector multiplications.
Compared with competing memory technologies, their relatively low
tunnel magnetoresistance ratio, coupled with device-to-device and
cycle-to-cycle variabilities, constrains the ability to perform in-memory-
computing operations in the analog domain. Nevertheless, the unique
spin and magnetic dynamics of spintronic devices can be leveraged for
unconventional Al computing tasks. In this issue, Johan Akerman et al.
review the construction of Ising machines based on spintronic oscilla-
tors, probabilistic bits, and spin waves, operated either as spatially
resolved arrays or as time-multiplexed series [8]. These spintronic Ising
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machines offer distinctive advantages in power consumption compared
to GPUs for solving many NP-complete and NP-hard optimization
problems. Meanwhile, Jean Anne C. Incorvia et al. propose voltage-
controlled skyrmion manipulation chambers to implement Al training
based on spike-timing-dependent plasticity and Hebbian learning rules,
exploiting the dynamic behavior of magnetic skyrmions and their rich
inter-skyrmion interactions [9]. These devices have the potential to
achieve sub-nanosecond, ultra—energy-efficient switching (on the order
of 0.1 femtojoule per operation), but face challenges related to scal-
ability, system-level operation, control, and especially readout. While
currently at lower technology readiness levels, spintronic devices
represent promising new directions for addressing computational
problems that remain difficult to solve with conventional silicon
hardware.

It is unlikely that the highly diverse Al computing workloads can be
addressed most efficiently by a single device technology. 3D monolithic
heterogeneous integration offers a promising convergent pathway by
enabling in-memory-computing tiles built on different memory tech-
nologies to be co-integrated with logic cores built on both silicon CMOS
and various back-end-of-line compatible transistors. This approach also
achieves high integration density through vertical stacking and delivers
high data communication bandwidth through ultrahigh-density vertical
interconnect vias. However, monolithic 3D integration faces significant
challenges, particularly in material and process compatibility, as well as
the stringent thermal budget required to ensure that the fabrication of
upper layers of devices does not degrade the performance of lower-layer
devices and interconnects. In this issue, Jianshi Tang et al. review ad-
vances in monolithic 3D integration of silicon CMOS with back-end-of-
line compatible selector or logic transistors built on carbon nanotubes,
2D semiconductors, and metal-oxide semiconductors, alongside oxide
memristors and ferroelectric transistors [10]. These monolithic 3D chips
have already demonstrated acceleration of diverse Al tasks, ranging
from one-shot learning to image sensing, in experiment. The authors
further discuss the remaining challenges, including the limited perfor-
mance of top-layer transistors, thermal management, and design
complexity in 3D, while outlining potential strategies to overcome them.

As a concluding remark, the surge of Al, coupled with the ending of
Moore’s law, presents both unique challenges and unprecedented op-
portunities for researchers and the semiconductor industry to move
beyond the tyranny of silicon scaling and pursue innovative solutions to
meet our society’s ever growing computational demands. In-memory
computing based on novel memory devices within monolithic 3D het-
erogeneous integration architectures, as described in this special issue,
stands out as one of the most promising directions. Yet, as extensively
discussed in all articles of this collection, despite remarkable and rapid
progress over the past decade from proof of concepts to integrated
system-on-chips, much remains to be done. Realizing the full potential of
this strategy for energy-efficient Al computing will require a holistic
effort uniting chemists, materials scientists, device engineers, circuit
designers, electronic design automation (EDA) tool developers, com-
puter architects, and algorithm and software developers, under the
framework of close academia-industry partnerships.

We are navigating a dynamic roadmap. These efforts will only be
meaningful if the improvement of in-memory-computing Al accelerators
can keep the current trajectory and decisively outpace the progress of
conventional CPU/GPU-based solutions. It is a demanding benchmark,
given that NVIDIA’s Blackwell G200 GPU, released in 2025, achieves a
fourfold reduction in energy consumption for the same Al workloads
compared to the H100 introduced just three years earlier, through
process improvement and architectural innovations. In this context,
timely and rigorous benchmarking will therefore be critical to steer the
convergence of multiple technologies and roadmaps currently co-
existing in this field.

Finally, at the societal level, it is essential to recognize that
improving computational efficiency through ever more advanced chips
alone cannot fully resolve the Al-driven energy crisis. The growing
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complexity of semiconductor manufacturing processes, together with
rising production volumes, has substantially driven up energy con-
sumption in semiconductor fabs, which itself is further straining elec-
tricity supplies. In 2024, Samsung, TSMC, and Intel consumed 26, 18,
and 12 TWh of electricity, respectively, and TSMC’s usage alone is
projected to reach 66 TWh by 2030 [13]. Therefore, in parallel, we need
to develop more energy-efficient and sustainable semiconductor
manufacturing processes and new renewable energy sources, including
transformative options such as nuclear fusion being explored by com-
panies like Helion Energy and General Atomics. Across all these fronts,
advances in solid-state materials science will remain a fundamental
enabler.
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